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Abstract

How precisely should central banks communicate about the future policy rate path?

We study this question in an incomplete information model where the central bank

chooses the precision of its communication. The key feature is an endogenous cost

of precision: clearer communication makes financial markets respond more strongly to

policy path news. A simple overlapping generations framework links this financial market

volatility to volatility in the real economy that central banks care about. The benefit

of precision is that it helps agents make more informed decisions, and we show how the

central bank optimally balances the two. High-frequency monetary policy announcement

data provide evidence consistent with the model’s amplification mechanism.
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1 Introduction

Over the past few decades, central banks have become much more transparent (Blinder,

Ehrmann, Fratzscher, de Haan, and Jansen, 2008). Many now publish policy statements,

release projections, and hold regular press conferences. But even in this era of greater trans-

parency, there is little consensus about how precisely central banks should communicate about

the future policy rate path. This lack of a settled approach is visible in the way central banks

shift between more specific and more open-ended language. The Federal Reserve provides

a useful example. In August 2011, the FOMC moved from saying that rates would remain

exceptionally low for an “extended period” to saying that this was likely “at least through

mid-2013.” A few years later, the Committee moved back toward less calendar-based language,

first using phrases such as “considerable time” and then emphasizing that policy would be

“data dependent.” A more recent example came in June 2026, when the Federal Reserve

released a shorter policy statement without explicit forward guidance and announced a task

force on Fed communications. These shifts point to a question that is distinct from whether

central banks should be transparent: how precisely they should describe the future path of

policy. This is the question we take up in this paper.

We develop a simple model of incomplete information in which markets are uncertain

about the future policy rate path. The central bank communicates about that path through

a forward guidance signal. The key feature of our approach is that the central bank optimally

chooses the precision of this signal. This precision determines how much weight markets place

on forward guidance when forming beliefs about future policy.

The broad benefit of precision is familiar. Clearer communication can reduce uncertainty

about the policy outlook and help households, firms, and investors make decisions that depend

on future interest rates. Our model captures this benefit through a simple signal extraction

problem. Markets observe the current policy rate, but the rate reflects both persistent forces

that shape the future policy path and transitory forces that matter less for future policy.

These persistent forces reflect the central bank’s intended policy stance and carry information

about the future path of short rates. More precise forward guidance helps markets separate

these forces and infer the future policy path more accurately.

But communicating more precisely comes at a cost, which arises through financial market

amplification. When the central bank has communicated more precisely, financial markets, and

in particular the bond market in our setting, respond more strongly to future policy news,

and this amplified bond market volatility spills over into aggregate output volatility. This

works through an overlapping generations structure with incomplete markets: old households

finance consumption by selling their long-term bonds and bear revaluation risk that cannot
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be insured across generations. Because they consume out of this wealth at a higher marginal

propensity than the young, the revaluations move aggregate demand rather than washing out

across cohorts, a mechanism related to the redistribution channel of monetary policy (Auclert,

2019). This gives the central bank a reason to care about bond market volatility even when it

ultimately only cares about macroeconomic outcomes. In this sense, the model microfounds

the concern for bond-market volatility that is often introduced directly into the central bank’s

objective, as in Stein and Sunderam (2018).

The key result is that optimal communication is neither fully vague nor fully precise. The

benefit and the cost of precision move in opposite directions as the central bank communi-

cates more clearly. When precision is low, clearer guidance helps markets filter transitory

current rate movements from persistent policy path news, and this filtering benefit is large.

As precision rises, markets already infer the future path fairly well, so each further increment

of clarity adds less. The cost works the other way. Higher precision leads markets to place

more weight on forward guidance news when revising their beliefs about future short rates, so

the bond market responds more strongly to that news, and through the bond wealth channel

this raises aggregate demand volatility. These forces combine to give a unique interior degree

of precision, and we derive conditions under which this interior optimum exists.

In optimal monetary policy models, the economy typically has some nominal rigidity and

the central bank chooses the level of the policy rate. Here the central bank instead chooses

the precision of its communication about the policy path, rather than the path itself. For this

reason we work with a real baseline, where the loss is the variance of the output gap, which

lets the precision tradeoff stand on its own. But we also show that adding a standard New

Keynesian Phillips curve and a quadratic loss in output and inflation preserves the optimal

precision problem, with different effective coefficients.

The model also shows that optimal precision depends on the kind of uncertainty the central

bank faces. When transitory current rate movements become more volatile, high precision

is more valuable because it helps markets avoid mistaking temporary rate movements for

persistent policy path news. In this case, the optimal degree of precision rises. In contrast,

when persistent policy path shocks become more volatile, the marginal filtering benefit of

precise communication is smaller because the current rate itself becomes more informative

about the persistent component relative to transitory noise. At the same time, the cost of

precision is larger: high precision strengthens the market amplification channel by making

markets respond more strongly to news with lasting implications for future short rates, long-

term bond prices, and aggregate demand. In this case, the optimal degree of precision falls.

Thus, even though the baseline model delivers a fixed optimal precision for a given set of
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primitives, it provides a simple way to think about why communication precision changes over

time. The right amount of clarity depends on whether uncertainty is mainly about persistent

policy path news or transitory movements in the current rate, and this balance shifts as the

structure of the economy changes.

In the baseline model the central bank knows the persistent component of the policy path

when it communicates, but our results do not hinge on this assumption. We show that allowing

it to receive only a noisy private signal of this component leaves the optimal precision problem

materially unchanged, as long as the precision of that signal is common knowledge. What we

abstract from is uncertainty about the central bank’s own confidence or information quality.

In Gáti and Handlan (2026), such uncertainty creates a reputation-for-confidence channel that

can make imprecision optimal. Our mechanism is different: markets know the communication

technology and the precision of the signal, and yet full precision is not optimal.

In the last part of the paper, we provide empirical evidence for the amplification channel.

The model implies that when communication is more precise, longer term yields respond

more strongly to forward guidance news. We study this using high-frequency surprises around

FOMC announcements. Following Gürkaynak, Sack, and Swanson (2005), we decompose

each surprise into a target factor, which captures current rate news, and a path factor, which

captures forward guidance news, and we examine whether the yield response to the path factor

is stronger when ex ante precision is higher. The model also implies that precision should not

amplify pure current rate surprises, so we include the target factor and its interaction with

precision as a further check. To proxy for precision we use the inverse of the monetary

policy uncertainty measure implied by options of Bauer, Lakdawala, and Mueller (2022),

controlling for a range of macroeconomic and financial uncertainty measures, together with

their interactions with the policy shocks, to isolate the component specific to monetary policy.

The evidence is consistent with the model’s amplification mechanism. The interaction

between precision and the path factor is positive and significant for Treasury yields, so forward

guidance news moves longer term yields more when precision is high. The interaction between

precision and the target factor is negative, in line with the model’s filtering channel, though

it is imprecisely estimated. Higher precision is therefore associated with a stronger response

of longer term yields to forward guidance news, but not to current rate surprises, which is the

asymmetry the model predicts.

Our paper contributes to the literature on the social value of public information and central

bank disclosure. A central lesson of this literature is that more public information need not

be welfare improving. In coordination models, precise public signals can crowd out dispersed

private information or distort strategic coordination (Morris and Shin, 2002). In monetary
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settings, related work studies how central bank disclosure affects learning, information aggre-

gation, common knowledge, and the interpretation of policy announcements (Morris and Shin,

2007; Amador and Weill, 2010; Iovino, La’O, and Mascarenhas, 2022; Kohlhas, 2022; Gáti,

2023). Our mechanism does not rely on public information crowding out private information,

distorting strategic coordination, or changing higher order beliefs. Instead, communication

precision changes the signal extraction problem facing financial markets. A more precise

forward guidance signal leads markets to put more weight on policy path news when revis-

ing expected future short rates. Through long-term bond prices and household wealth, this

stronger belief response affects aggregate demand. Forward guidance can also combine com-

munication and commitment elements (Bassetto, 2019), and precise guidance may be read as

a promise. Our cost, however, arises even when guidance is fully credible: it depends on how

strongly markets respond to forward guidance news.

Our paper also connects to work that separates persistent from transitory components

of monetary policy and examines how markets form beliefs about the future path. Caballero

and Simsek (2022) study how disagreement about these components shapes policy and market

reactions, and Sastry (2026) decomposes disagreement between the central bank and markets

into several sources. This work concerns the first moment of policy: what surprises reveal

and why beliefs differ. Our question concerns the second moment: how precisely should the

central bank communicate it? We study this question in a setting where markets know the

structure of the policy process and the precision of the signal.

Finally, our empirical results build on existing evidence that yields respond more to mon-

etary policy surprises when policy uncertainty is lower (Bauer et al., 2022; De Pooter, Favara,

Modugno, and Wu, 2021). These studies use a composite measure of policy surprises, which

cannot separate current rate news from forward guidance news. By decomposing the sur-

prise, we find that the amplification is concentrated in forward guidance news, the component

through which the model’s mechanism operates. The central mechanism of the model is that

more precise communication makes markets respond more strongly to forward guidance news,

and this is the pattern we find in the data.

2 Model

We develop a stylized model in which a central bank chooses the precision with which it

communicates about the future policy path. The economy has three key ingredients. First,

markets observe the current policy rate together with a forward guidance signal whose preci-

sion is chosen by the central bank and is known to markets. Second, long-term bond prices
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respond to beliefs about the future path of short rates. Third, the economy has an overlap-

ping generations structure in which old households consume out of long-term bond wealth,

so that bond price revaluations transmit to aggregate demand. We present the baseline as a

real model in order to isolate the informational tradeoff created by communication precision.

Appendix OA.4 shows that adding inflation through a standard New Keynesian Phillips curve

preserves the same optimal precision problem with different effective coefficients. We also

take the first moment path of policy as given, so the central bank chooses how precisely to

communicate about the policy path rather than the level of the current policy rate.

2.1 Environment, timing, and signaling

Time is discrete and indexed by t ∈ N. The real economy is populated by overlapping

generations of young and old households who trade a one-period real bond and a long-term real

bond. Young households supply labor, consume, and save by purchasing long-term bonds. Old

households liquidate inherited bond positions and consume their financial wealth. Section 2.3

describes the household problem and aggregation in detail. We begin with the information

structure, and this subsection lays out the policy rate dynamics, the forward guidance signal,

and the inference problem facing market participants.

Policy rate decomposition. In the spirit of Caballero and Simsek (2022), the real short

rate has a persistent component θt and a transitory component εt:

rt = θt + εt, θt = ρθ θt−1 + εθt , 0 < ρθ < 1, (1)

with εθt ∼ N (0, σ2
θ) and εt ∼ N (0, σ2

ε) mutually independent and i.i.d. over time. Markets

observe the realized rate rt, but cannot separately observe θt and εt.

We interpret θt as the persistent component of the central bank’s policy stance. Be-

cause it is persistent, it shapes the expected future path of short rates and therefore matters

for longer term bond prices. It is meant to capture persistent policy strategies, such as a

“lower-for-longer” stance that keeps rates low well into a recovery, or a deliberate shift to a

more accommodative stance associated with an average-inflation-targeting framework. The

transitory component εt, by contrast, captures movements in the current rate that carry no

information about the future path, such as the timing of an otherwise anticipated adjustment.

It need not represent an implementation error or a policy mistake.

We take θt and εt as exogenous primitives and do not model their origins. We assume

the central bank observes θt, whereas markets must infer it from the current rate and the
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forward guidance signal. The current rate is informative but imperfect, because it also reflects

the transitory component εt. Appendix OA.5 shows that letting the central bank observe

only a noisy internal signal about θt preserves the optimal precision problem with an effective

precision that combines communication noise and central bank information noise.

Forward guidance signal. The central bank releases a public signal about next period’s

short rate:

rFG
t = ECB

t [rt+1] + ηt, ηt ∼ N (0, δ−1), ηt ⊥
(
εθt , εt

)
, δ > 0. (2)

ECB
t [rt+1] is the central bank’s conditional expectation of next period’s short rate. Since

the central bank observes θt, equation (1) implies ECB
t [rt+1] = ρθθt, so forward guidance is a

noisy signal about the persistent component of policy.

δ denotes the precision of this signal. A higher δ makes forward guidance less noisy and

more informative about the future policy path. We interpret δ as a reduced form summary of

the communication environment: the specificity of policy statements, the detail in published

projections, and the clarity with which the central bank describes the conditionality of future

policy. The central bank chooses δ, and markets know this choice when they interpret the

signal. The boundary δ = 0 is the full opacity limit δ ↓ 0, in which the public signal is

uninformative and drops out of market updating, and δ → ∞ is the full clarity limit.

Market beliefs and the role of precision. Markets know the information structure,

parameters of the policy rate process, and the precision of the forward guidance signal. They

observe the realized short rate and the forward guidance signal, with information set It =

{rt, rFG
t }, and use them to infer the persistent component θt. Let θ̂t ≡ Et[θt | It] denote the

posterior mean, which determines the market’s perceived next period policy rate r̃t ≡ Et[rt+1 |
It]. Bayesian updating implies that θ̂t depends on the prior belief, the current short rate, and

the forward guidance signal:

θ̂t = K0(δ)θ̂t|t−1 +Kr(δ)rt +KFG(δ)rFG
t , (3)

where θ̂t|t−1 ≡ ρθθ̂t−1. The coefficients are Kalman weights, with the exact formulas reported

in Appendix OA.1. A higher δ makes the forward guidance signal less noisy. Markets therefore

put more weight on rFG
t and less weight on the realized rate rt. Intuitively, when guidance is

imprecise, the current rate is an important signal about the persistent component of policy.

When guidance is more precise, markets rely less on the current rate and more on the direct
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signal about the future policy path. This shift in inference is how communication precision

comes to affect long rates and aggregate demand, as the next two subsections develop.

2.2 Bond pricing

The long-term bond is a Woodford-style perpetuity. A unit of the bond purchased at date t

pays one unit of the consumption good at date t + 1, κ units at date t + 2, κ2 units at date

t + 3, and so forth, where κ ∈ (0, 1). Let Qt denote its real ex-dividend price. After paying

its date t coupon, the bond is equivalent to κ units of the same perpetuity. Its date t payoff

is therefore 1 + κQt.

Young households are the marginal buyers of the long-term bond, so it is priced by their

Euler equation:

Qt = Et [Mt,t+1 (1 + κQt+1)] , (4)

where Mt,t+1 is the stochastic discount factor (SDF) of young households, defined in Ap-

pendix OA.3. The corresponding Euler equation for the one-period real bond is 1
Rt

= EtMt,t+1

where Rt is the gross real short rate. Let lowercase variables denote log deviations from the

deterministic steady state. Approximating equation (4) in first order and iterating forward

gives

qt = −
∞∑
j=0

γj
qEtrt+j, where γq ≡

κQ̄

1 + κQ̄
=

κ

R̄
∈ (0, 1). (5)

The j = 0 term is the current rate, Etrt = rt. Substituting Etrt+j = ρjθθ̂t for j ≥ 1 into

equation (5) gives

qt = −rt − φqθ̂t, φq ≡
γqρθ

1− γqρθ
> 0. (6)

Equation (6) separates two components of long-term bond valuation. The first term is the

direct effect of the current short rate. The second term is the discounted effect of the expected

future short rate path. Communication precision affects long bond prices through the posterior

belief θ̂t. This leads to the following lemma.

Lemma 1 (Bond price amplification). Holding fixed the current short rate and the prior belief,

higher communication precision increases the sensitivity of long-term bond prices to a revision

in the forward guidance signal:

∂

∂δ

∣∣∣∣ ∂qt
∂rFG

t

∣∣∣∣ = φq
∂KFG(δ)

∂δ
> 0. (7)

The result follows by combining equation (6) with equation (3). Holding the current short
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rate and the prior belief fixed,
∂qt
∂rFG

t

= −φqK
FG(δ). (8)

Higher precision makes markets put more weight on the forward guidance signal when revising

the perceived policy path. The lemma measures the response to a one unit change in the

forward guidance signal, and so isolates the amplification effect. With the size of the signal

held fixed, higher precision makes bond prices respond more strongly. This is separate from

the size of the communication noise. Because ηt has standard deviation δ−1/2, more precise

communication is also less noisy, so the response to a typical noise shock combines a stronger

per unit reaction with a smaller noise realization. As we show below, the central bank takes

into account both these effects when choosing the optimal δ.

2.3 Households and aggregate demand

We use a Blanchard–Yaari (Yaari, 1965; Blanchard, 1985) overlapping generations structure

to generate real effects of long-term bond revaluations. Each period, a fraction λ ∈ (0, 1)

of young households becomes old and exits at the end of the period, while the remaining

fraction 1 − λ remains young and continues to the next period. Young households supply

labor, consume, and save. Old households are hand-to-mouth: they liquidate their inherited

financial positions and consume the resulting wealth.

A new cohort of young households enters each period so that the aggregate population

is stationary. Newborn households enter with no inherited financial wealth. Old households

liquidate their inherited assets by selling the continuation claim to young households. The

long bond, therefore, is transferred across cohorts through competitive asset markets.

Households trade a one-period real bond and a long-term real bond. The one-period bond

is in fixed aggregate supply and defines the real short rate. Its constant aggregate payoff is

absorbed into steady-state old age wealth. The long-term bond is a Woodford-style perpetuity

and is the asset through which time-varying valuation effects enter old age consumption. At

the beginning of each period and before the realization of household type, household wealth

is equally distributed.

A competitive final goods sector produces the consumption good using the linear technol-

ogy

Yt = Nt. (9)

The model abstracts from the labor supply margin. Labor adjusts elastically to satisfy goods

demand, so output is demand determined. This simplification allows us to isolate the aggregate

demand effects of long bond revaluations generated by communication precision.
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Consumption decisions and the wealth channel. Households have CRRA period utility

with coefficient of relative risk aversion σ and discount factor β. A young household remains

young next period with probability 1− λ and becomes old with probability λ; old households

are hand-to-mouth and consume their financial wealth. Optimal saving in the one-period bond

gives the log-linearized young household Euler equation

cyt = (1− ω)Etc
y
t+1 + ωEtc

o
t+1 −

1

σ
rt, (10)

where ω is the steady-state marginal utility weight on old age consumption.1

Old households consume the coupon and resale value of the long-term bonds they accu-

mulated while young, so their consumption moves with the current bond price:

cot = bt−1 + γqqt. (11)

The revaluation term γqqt is the wealth channel at the heart of the mechanism: more precise

communication makes the bond price respond more strongly to forward guidance news, and

the resulting swings in old age wealth feed into aggregate demand. The inherited position bt−1

is an exogenous state, set to zero in the baseline, and plays no role in the mechanism.2

Equilibrium output. Let sy and so denote the steady-state consumption shares of young

and old households, respectively. Aggregate resource feasibility implies

yt = syc
y
t + soc

o
t . (12)

Letting zt ≡ cot denote the log deviation of old age consumption and substituting equations (12)

and (1) into the young household Euler equation (10) gives

yt = (1− ω)Etyt+1 −
sy
σ

(θt + εt) + sozt + (ω − so)Etzt+1. (13)

Solving the model yields the equilibrium output representation

yt = Ξbbt−1 + Ξ0θt + Ξθ̂θ̂t + Ξ0εt, (14)

where the coefficients Ξb, Ξ0, and Ξθ̂ are given in Appendix OA.3.

1ω ≡ λ(C̄o)−σ/
[
(1− λ)(C̄y)−σ + λ(C̄o)−σ

]
. The household value function and stochastic discount factor

are given in Appendix OA.3.
2In general bt = ρbbt−1 with 0 ≤ ρb < 1 (Appendix OA.3); allowing bond supply innovations would add a

quantity shock without altering the informational tradeoff.
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Output responds to the policy rate through two channels. The first is contemporaneous.

A higher current short rate lowers output through the coefficient Ξ0 < 0, both by inducing

young households to save rather than spend and by lowering the price of the long-term bonds

that old households hold, which reduces their wealth and consumption. The persistent and

transitory components are indistinguishable on impact, so θt and εt enter through this same

coefficient. The second channel works through expectations. When markets revise upward

their belief θ̂t about the persistent path, long bond prices fall, old age wealth and consumption

decline, and demand contracts. This is the wealth channel: it operates through beliefs about

future rates rather than the current rate, with coefficient Ξθ̂ < 0 under a sufficient condition

on the strength of the old age channel.

The two shocks affect output through different channels. A transitory surprise moves only

the current rate, so it works through the current rate channel alone. A persistent surprise

moves the current rate as well, but because it predicts the future path it also moves beliefs and

activates the wealth channel. Communication precision governs how strongly beliefs respond

to the persistent component, and therefore how strongly a persistent shock activates the wealth

channel.

2.4 Central bank problem and optimal precision

We now close the model by letting the central bank choose the precision of its forward guidance

signal. Taking the first moment path of the real short rate as given, the central bank chooses

a precision δ and minimizes an output stabilization objective. The baseline is a real model,

and Appendix OA.4 shows that adding a New Keynesian Phillips curve and a quadratic loss

in output and inflation preserves the same optimal precision problem with different effective

coefficients. For given structural parameters the precision is time-invariant, so the Kalman

filter is at its stationary fixed point (Appendix OA.1); the comparative statics below describe

how the optimal precision shifts when those parameters change.

The central bank’s objective. The choice of δ precedes the date-t innovations, so the

central bank conditions on the information set

FCB
t−1 ≡ σ

(
{bj, θj, εj, ηj}j≤t−1

)
, (15)

the history of the model’s states and shocks through t − 1. It minimizes the conditional

variance of output,

min
δ≥0

Lc(δ) ≡ Var
(
xt | FCB

t−1

)
, (16)
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Figure 1: Conditional loss decomposition and optimal communication precision.

Notes: The figure shows how the loss function varies with precision. The left panel plots the three components of equation (17).

The right panel plots the total loss in a neighborhood of the optimum precision.

subject to the aggregate Euler equation (13), the bond pricing equation (6), the belief updating

rule (3), and the shock processes (1), where xt ≡ yt is the output gap, the deviation of output

from its deterministic steady state. Because the date-t innovations enter additively, this

conditional variance does not depend on the realized values of the predetermined states.

Using (14), the loss decomposes into three components,

Lc(δ) = [Ξ0 + Ξθ̂λθ(δ)]
2 σ2

θ︸ ︷︷ ︸
Vθ(δ)

+ [Ξ0 + Ξθ̂K
r(δ)]2 σ2

ε︸ ︷︷ ︸
Vε(δ)

+Ξ2
θ̂
KFG(δ)2δ−1︸ ︷︷ ︸

Vη(δ)

, (17)

the contributions of persistent policy path innovations (Vθ), transitory current rate surprises

(Vε), and communication noise (Vη). Here λθ(δ) ≡ Kr(δ) + ρθK
FG(δ) is the pass-through of

a persistent state innovation into the posterior belief, and Vη(δ) → 0 as δ → 0, since markets

place no weight on an uninformative signal.

Higher precision shifts posterior updating away from the current rate and toward forward

guidance (∂Kr/∂δ < 0, ∂KFG/∂δ > 0) and raises λθ(δ). With Ξ0 < 0 and Ξθ̂ < 0, this

reduces Vε, raises Vθ, and leaves Vη non-monotone.

Figure 1 illustrates the tradeoff under the baseline calibration, which is reported in Ap-

pendix OA.6. The left panel plots the three components against precision. The transitory

surprise component Vε falls as precision rises, because clearer guidance helps markets avoid

mistaking temporary rate movements for persistent policy news. This is the benefit of preci-

sion. The persistent innovation component Vθ rises, because markets respond more strongly

to genuine policy path news, so a given innovation moves long bond prices, old age wealth,

and aggregate demand by more. This is the cost. The noise component Vη is small and hump-
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shaped. When precision is low, the signal is very noisy but markets put little weight on it, so

it adds little volatility. As precision rises, markets rely on the still noisy signal more heavily

and its contribution grows. Once precision is high enough, the signal is clean enough that this

contribution falls back toward zero.

The right panel plots the total loss, which is U-shaped. At low precision the benefit

dominates, so clearer communication reduces output volatility. At high precision the cost

dominates, so further clarity raises it. Optimal communication is therefore interior: neither

fully opaque nor fully precise. This balance between the filtering benefit of clearer communi-

cation and the amplification cost of a more reactive bond market is the central mechanism of

the paper. Proposition 1 states conditions under which the optimum δ⋆ is unique and interior.

Proposition 1 (Optimal communication precision). Suppose that Ξθ̂ < 0 and that the single-

crossing condition (96) holds. Derivatives evaluated at δ = 0 are understood as right deriva-

tives.

1. Full clarity is never optimal: δ⋆ < ∞.

2. If

−Vε,δ(0) > Vθ,δ(0) + Vη,δ(0), (18)

the optimal communication precision is interior: δ⋆ ∈ (0,∞).

3. Otherwise, full opacity is optimal: δ⋆ = 0.

Proof. See Appendix OA.3.

Proposition 1 shows that optimal communication is never fully precise. Full clarity is

the full information limit, where markets learn the persistent state exactly and the filtering

problem disappears. But the loss is not minimized there because persistent innovations then

transmit to bond prices and aggregate demand without attenuation. Near that boundary the

filtering benefit is exhausted while the amplification cost is still rising, so reducing precision

lowers the loss.

The amplification cost reflects a market incompleteness. Old households finance consump-

tion by selling their long bonds, so they bear the revaluation risk that forward guidance news

creates, which cannot be insured across generations. Because the old consume out of this

wealth at a higher marginal propensity than the young, these revaluations move aggregate

demand rather than washing out across cohorts. It is this combination of overlapping gen-

erations and incomplete risk sharing that turns a more reactive bond market into a cost the

central bank internalizes through its output objective.
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Whether the central bank communicates with any precision at all depends on the local

tradeoff at full opacity. An interior optimum arises when the marginal filtering benefit of clarity

at δ = 0 outweighs the combined marginal increase in amplification and communication noise

(condition (18)), otherwise the central bank remains fully opaque.

The optimal precision depends on the kind of uncertainty the central bank faces, because

the variances of the persistent and transitory shocks, σ2
θ and σ2

ε , scale the two sides of the

tradeoff. The next result characterizes how the optimum responds to each, and through it the

model accounts for why optimal communication should vary with the policy environment.

Proposition 2 (Shock volatility and optimal precision). Suppose that the conditions of Propo-

sition 1 hold and that the optimal communication precision is interior. Holding the remaining

structural parameters fixed, the optimal precision satisfies

∂δ⋆

∂σ2
θ

< 0,
∂δ⋆

∂σ2
ε

> 0. (19)

A more volatile persistent state (higher σ2
θ) gives precise communication more genuine

policy path news to amplify into long bond prices and old age wealth, so the amplification

cost is larger and the optimal precision falls. The same shift also makes the current rate a

sharper signal of θ, which lowers the marginal value of forward guidance and reinforces the

decline in precision. A more volatile transitory component (higher σ2
ε) makes the current rate

a noisier signal of the persistent state, so forward guidance is more valuable for separating

temporary movements from policy path news, and the optimal precision rises.

These comparative statics are the model’s account of why optimal communication should

vary with the policy environment. As the uncertainty markets face shifts between the persis-

tent policy path and transitory movements in the current rate, so does the precision the central

bank should supply. This offers a rationale for the moves between more and less specific guid-

ance that motivated the paper, such as the Federal Reserve’s shifts between calendar-based

and data-dependent language.

3 Empirical evidence

The model suggests a channel through which communication precision changes the transmis-

sion of FOMC news to asset prices. When ex ante precision is high, markets place more weight

on forward guidance news when updating beliefs about the future policy path. In the model,

a given genuine path shock should therefore generate a larger movement in longer term yields.

By contrast, higher precision should not amplify pure current rate surprises, because these
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shocks are transitory in the model.

This channel is closely related to earlier evidence that monetary policy uncertainty affects

the strength of financial market responses to FOMC announcements. Bauer et al. (2022) and

De Pooter et al. (2021) show that high monetary policy uncertainty dampens the response of

interest rates to policy news. Our model offers a theoretical interpretation of this regularity:

lower uncertainty, or higher effective precision, raises the Kalman weight on forward guidance

news. The path and target decomposition lets us evaluate this interpretation by investigating

whether the empirical amplification is concentrated in measured path factor news rather than

in current rate surprises.

We study this pattern using FOMC event day regressions. Specifically, we examine whether

bond yields respond more strongly to measured path factor news when communication pre-

cision is higher. In doing so, we decompose high-frequency monetary policy surprises into

target and path factors using the factor rotation approach of Gürkaynak et al. (2005). The

target factor Targett is constructed to capture news about the current policy rate, while the

path factor Patht is constructed to capture news about the future policy path. Following

Campbell, Evans, Fisher, and Justiniano (2012), we use the path factor as an empirical proxy

for forward guidance news. Accordingly, in discussing the empirical results below, we treat

Patht as the empirical counterpart of the model’s forward guidance news. Appendix OA.7

discusses the mapping between the empirical path factor and the model’s forward guidance

signal, and explains how to interpret the interaction coefficient when the empirical path factor

also contains components that move the futures contracts used to construct the factor but

have limited implications for longer maturity yields.

Our proxy for the ex ante precision environment is based on the monetary policy un-

certainty measure implied by options in Bauer et al. (2022). This measure summarizes the

dispersion of market implied probabilities over future short rate outcomes, so lower values

correspond to a more precise policy outlook. The timing of the measure is important. In

the model, communication precision is fixed before markets observe the current policy signal,

and this precision determines the Kalman weights used to interpret the announcement. We

therefore use the precision environment that markets bring into the FOMC meeting. Let Ut−1

denote the monetary policy uncertainty measured on the day before the announcement and

define

Zt−1 ≡
1

Ut−1

, Z̃t−1 ≡ Zt−1 − Z̄.

Higher Zt−1 corresponds to a more precise ex ante policy environment. We use the demeaned

measure Z̃t−1, so the coefficients on Patht and Targett measure the yield response at average

precision.
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Let ∆y
(n)
t denote the high-frequency change in the n-year Treasury yield around FOMC

announcement t. Our baseline specification is

∆y
(n)
t = αn + βP

n Patht + γP
n

(
Patht × Z̃t−1

)
+ βT

n Targett + γT
n

(
Targett × Z̃t−1

)
+ ϕnZ̃t−1 + u

(n)
t .

(20)

The measure underlying our precision proxy captures overall uncertainty about the future

short rate path, which depends on the precision of monetary policy communication (δ) as

well as on broader macroeconomic uncertainty. We therefore also estimate an augmented

specification that absorbs the macroeconomic component. This way the precision interaction

reflects precision specific to monetary policy rather than general macroeconomic uncertainty.

Specifically, we add the VIX, the economic policy uncertainty index of Baker, Bloom, and

Davis (2016), and the one-month macroeconomic uncertainty measure of Jurado, Ludvigson,

and Ng (2015), entered as levels and interacted with both the target and path shocks.

The coefficient of interest is γP
n , which measures whether the yield response to measured

path factor news is stronger in high precision environments. In light of the model, we interpret

γP
n > 0 as evidence that higher ex ante precision strengthens the transmission of forward

guidance news to longer term yields.

The inclusion of Targett helps evaluate this interpretation. In the model, the current rate

component εt is transitory: it moves the current short rate, but it is not itself news about

the persistent policy path. Higher precision makes markets rely less on the current rate when

inferring the future path. Thus precision should dampen the component of a current rate

surprise that is interpreted as future path news. If Targett were a pure transitory current rate

surprise, then

γT
n ≤ 0.

This implication is less sharp for the empirical target factor. Target shocks can affect yields

directly, and measured target factors may contain some persistent policy path content. We

therefore view the target interaction as a check on the interpretation rather than as a separate

structural test. The key asymmetry is that precision should strengthen the transmission

of genuine path news, while it should not strengthen the transmission of pure current rate

surprises.

Table 1 shows that ex ante precision is associated with a stronger yield response to mea-

sured path factor news. At average precision, a positive path factor movement raises both

the 5-year and 10-year yields. More importantly, the interaction between the path factor and

precision is positive and statistically significant at both maturities. The magnitude is econom-
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Table 1: Communication precision and yield responses to monetary policy news

5-year yield 10-year yield

Baseline
Uncertainty
controls Baseline

Uncertainty
controls

Path 0.857*** 0.838*** 0.565*** 0.544***
(0.042) (0.044) (0.037) (0.040)

Path × precision 0.162*** 0.164*** 0.114*** 0.097***
(0.036) (0.037) (0.030) (0.029)

Target 0.176 0.044 0.046 -0.065
(0.214) (0.232) (0.161) (0.184)

Target × precision -0.175 -0.131 -0.098 -0.057
(0.179) (0.195) (0.148) (0.155)

Precision 0.000 0.000 -0.001 0.000
(0.001) (0.001) (0.001) (0.001)

Controls and interactions No Yes No Yes
Observations 261 261 261 261
R2 0.730 0.761 0.571 0.614

Notes: The table reports estimates of the FOMC-day response of Treasury yields to monetary policy
shocks and their interactions with our precision proxy. The baseline columns estimate equation (20).
The uncertainty-controls columns add VIX, EPU (Baker et al., 2016), and JLN macro uncertainty
(Jurado et al., 2015), entered as levels and interacted with the monetary policy shocks. See Section 3
for details. The sample runs from February 1994 to December 2025 and excludes September 2008 to
March 2009 and March 2020 to April 2020. Heteroskedasticity-robust standard errors are reported in
parentheses. ∗∗∗p < 0.01, ∗∗p < 0.05, ∗p < 0.10.

ically meaningful: moving from the 25th to the 75th percentile of the precision proxy raises

the path factor response by about 0.31 for the 5-year yield and 0.21 for the 10-year yield. The

effect is essentially unchanged for the 5-year yield and only modestly smaller for the 10-year

yield after adding VIX, EPU, and JLN uncertainty controls and their interactions with both

policy shocks. Thus the amplification result is not simply picking up broader uncertainty

conditions.

The target interaction provides a useful check on the interpretation. It is negative in all

four columns, which is the sign suggested by the model’s filtering channel, but it is imprecisely

estimated. We therefore do not read the table as strong evidence that precision dampens

target shocks in the data. Rather, the important point is the asymmetry: higher ex ante

precision is associated with stronger transmission of measured path factor news, while there

is no evidence that it strengthens the transmission of current rate surprises. This asymmetric

pattern is consistent with the model’s Bayesian updating mechanism.
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4 Conclusion

This paper provides a framework for thinking about the optimal precision of central bank com-

munication. In the model, more precise forward guidance helps markets separate transitory

surprises in the current rate from genuine news about the policy path. But higher precision

also makes beliefs about the future path more responsive to forward guidance news. Long-term

bond prices move with these beliefs and so more precise communication makes bond prices

more volatile. Our model has a simple overlapping generations wealth channel through which

this volatility feeds into aggregate demand and raises the volatility of the output gap. The

central bank has to balance these tradeoffs when choosing the appropriate level of precision.

The optimal degree of precision is interior under the conditions we characterize. It is lower

when persistent policy path shocks are more volatile, because precision strengthens the trans-

mission of shocks that move the expected path of short rates. It is higher when transitory

current rate surprises are more volatile, because precision helps markets avoid mistaking tem-

porary rate movements for persistent policy news. The empirical evidence is consistent with

the amplification side of the mechanism. Specifically, high frequency path shocks on FOMC

announcement days have larger effects on Treasury yields when the ex ante policy environment

is more precise.

More broadly, the model provides a way to understand why the appropriate degree of pre-

cision can change over time. As we discussed earlier, the Federal Reserve has moved between

calendar-based and data-dependent guidance, and these choices also involve credibility and

commitment considerations that our model abstracts from. Combining these channels with

the second moment tradeoff we identify is a natural extension. The contribution of this pa-

per is to show that this tradeoff exists on its own: even when guidance is fully credible and

markets understand the policy process, more precise communication still carries a cost for the

real economy.
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Online Appendix

OA.1 Filtering Details

This appendix records the Kalman-filter formulas used in Section 2.1. Market participants

observe the histories of the realized short rate and the forward-guidance signal:

It ≡ σ
({

rj, r
FG
j

}
j≤t

)
. (21)

The latent persistent short-rate state evolves according to

θt = ρθθt−1 + εθt , εθt ∼ N (0, σ2
θ), (22)

and the two observed signals are

rt = θt + εt, εt ∼ N (0, σ2
ε), (23)

and

rFG
t = ρθθt + ηt, ηt ∼ N (0, δ−1), δ > 0. (24)

The full-opacity case, δ = 0, is defined as the limit δ ↓ 0: the public signal then carries no

information and drops out of the posterior update. The full-clarity case is the limit δ → ∞.

The innovations εθt , εt, and ηt are mutually independent and i.i.d. over time.

Let

θ̂t ≡ E [θt | It] (25)

denote the posterior mean. Let P (δ) denote the stationary posterior variance,

P (δ) ≡ Var
(
θt − θ̂t | It

)
, (26)

and let

Σ(δ) ≡ ρ2θP (δ) + σ2
θ (27)

denote the stationary one-period-ahead prior variance. In the linear-Gaussian model, these

conditional variances are deterministic functions of the communication regime δ.

Because the two signal noises are independent, posterior precision is additive:

P (δ)−1 = Σ(δ)−1 + σ−2
ε + ρ2θδ. (28)
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Define

D(δ) ≡ P (δ)−1. (29)

The posterior mean can be written in precision-weighted form as

θ̂t = K0(δ)θ̂t|t−1 +Kr(δ)rt +KFG(δ)rFG
t , (30)

where

θ̂t|t−1 = ρθθ̂t−1, (31)

and

K0(δ) =
Σ(δ)−1

D(δ)
, Kr(δ) =

σ−2
ε

D(δ)
, KFG(δ) =

ρθδ

D(δ)
. (32)

The normalized weights on θ̂t|t−1, rt, and rFG
t /ρθ sum to one:

K0(δ) +Kr(δ) + ρθK
FG(δ) = 1. (33)

An equivalent innovation representation is

θ̂t =θ̂t|t−1 +Kr(δ)
(
rt − θ̂t|t−1

)
+KFG(δ)

(
rFG
t − ρθθ̂t|t−1

)
. (34)

To connect this filter to the central bank’s conditional loss, condition on FCB
t−1 as defined

in (15). This information set contains both the market history and the latent state θt−1.

Hence, conditional on FCB
t−1 , the only random objects in the date-t update are the three date-t

innovations. Substituting (22), (23), and (24) into (34) gives

θ̂t − E
[
θ̂t | FCB

t−1

]
=λθ(δ)ε

θ
t +Kr(δ)εt +KFG(δ)ηt, (35)

where

λθ(δ) ≡ Kr(δ) + ρθK
FG(δ). (36)

Equation (35) is the relevant innovation representation for the conditional stabilization prob-

lem. If one instead conditions only on the market information set It−1, the lagged filtering

error also enters the date-t innovation.

The stationary posterior variance solves the Riccati equation implied by (28). Let

α ≡ ρ2θ, s ≡ σ2
θ . (37)
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Since D = P−1, the Riccati equation can be written as

D =
D

sD + α
+ σ−2

ε + αδ. (38)

Implicit differentiation gives

Dδ =
α

1− α (sD + α)−2 > 0. (39)

It follows immediately that
∂Kr(δ)

∂δ
< 0. (40)

For the forward-guidance weight,

KFG(δ) =
ρθδ

D(δ)
. (41)

Therefore,
∂KFG(δ)

∂δ
=

ρθ
D(δ)2

[D(δ)− δDδ(δ)] . (42)

The bracketed term is strictly positive:

D − δDδ =
σ−2
ε + sD2 (sD + α)−2

1− α (sD + α)−2 > 0. (43)

Hence,
∂KFG(δ)

∂δ
> 0. (44)

Finally, using the Riccati equation,

λθ(δ) =
σ−2
ε + ρ2θδ

D(δ)
= 1− 1

sD(δ) + ρ2θ
. (45)

Therefore,
∂λθ(δ)

∂δ
=

sDδ(δ)

[sD(δ) + ρ2θ]
2 > 0. (46)

Higher communication precision therefore shifts posterior beliefs away from the realized cur-

rent rate and toward the forward-guidance signal. It also raises the pass-through of persistent-

state innovations into posterior beliefs.
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OA.2 Bond-Pricing Details

The long-term bond is a Woodford-style perpetuity. A unit purchased at date t pays one unit

of the consumption good at date t + 1, κ units at date t + 2, κ2 units at date t + 3, and so

forth, where

0 < κ < 1. (47)

Let Qt denote the real ex-dividend price of the perpetuity. After paying its date-t+1 coupon,

the bond is equivalent to κ units of the same perpetuity. Its date-t+ 1 payoff is therefore

1 + κQt+1. (48)

Let Mt,t+1 denote the stochastic discount factor of a young household. The long-bond

Euler equation is

Qt = Et [Mt,t+1 (1 + κQt+1)] . (49)

The corresponding Euler equation for the one-period real bond is

1

Rt

= EtMt,t+1, (50)

where Rt is the gross real short rate.

In the deterministic steady state,

Q̄ =
1

R̄

(
1 + κQ̄

)
, (51)

so that

Q̄ =
1

R̄− κ
. (52)

Define

γq ≡
κQ̄

1 + κQ̄
=

κ

R̄
. (53)

In a representative-agent benchmark with R̄ = β−1, γq = βκ. In the overlapping-generations

model, it is useful to retain the more general expression in (53).

Let lowercase variables denote log deviations from the deterministic steady state. Log-

linearizing (49) and (50) gives

qt = −rt + γqEtqt+1. (54)

The first-order approximation abstracts from risk-premium terms, which enter only at higher
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order. Iterating forward and imposing the usual transversality condition yields

qt = −
∞∑
j=0

γj
qEtrt+j. (55)

The realized current short rate is

rt = θt + εt. (56)

The current rate is directly observed, whereas future short rates depend on the posterior belief

about the persistent component:

Etrt+j = ρjθθ̂t, j ≥ 1. (57)

Substituting into (55) gives

qt = −rt −
∞∑
j=1

(γqρθ)
j θ̂t = −rt − φqθ̂t, (58)

where

φq ≡
γqρθ

1− γqρθ
> 0. (59)

The first term in (58) is the direct valuation effect of the current short rate. The second term

is the discounted valuation effect of beliefs about the future short-rate path.

For later use,

Etqt+1 = − ρθ
1− γqρθ

θ̂t, (60)

and therefore

γqEtqt+1 = −φqθ̂t. (61)

OA.3 Interior Optimal Precision

This appendix characterizes the conditional stabilization problem in Section 2.4, establishes

the single-crossing property used in Proposition 1, and proves Proposition 2.

Household problem. This records the household optimization summarized in Section 2.3;

these derivations were moved here from the main text to streamline the exposition. Both

young and old households have CRRA period utility u(C) = C1−σ/(1− σ), and the recursive
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value function of a young household is

V y
j,t = u(Cy

j,t) + βEt

[
(1− λ)V y

j,t+1 + λu(Co
j,t+1)

]
, (62)

where β ∈ (0, 1) is the discount factor, and a young household remains young next period with

probability 1−λ and becomes old with probability λ. The first-order condition for one-period

bond holdings is 1/Rt = Et[Mt,t+1], with state-contingent stochastic discount factor

Mt,t+1 = β
(
Cy

j,t

)σ [
(1− λ)

(
Cy

j,t+1

)−σ
+ λ

(
Co

j,t+1

)−σ
]
. (63)

Log-linearizing this condition yields the young-household Euler equation (10) in the main text.

Old households are hand-to-mouth and consume the coupon and resale value of the long-term

bonds accumulated while young: a perpetuity bought at t− 1 pays one unit of the good at t

and leaves a continuation claim worth κQt, so aggregate old-age consumption is

Co
t = Bt−1 (1 + κQt) , (64)

which log-linearizes to the wealth-channel equation (11) in the main text. The inherited bond

position follows the deterministic law of motion

bt = ρbbt−1, 0 ≤ ρb < 1, (65)

set to ρb = 0 in the baseline.

Derivation of equation (14). Combining (11) with the bond-pricing equation (6) gives

zt = bt−1 − γqrt − γqφqθ̂t. (66)

Moreover, (65), the law of iterated expectations, and the policy-rate process imply

Etzt+1 = Etbt − γqEtrt+1 − γqφqEtθ̂t+1

= ρbbt−1 − γqρθ (1 + φq) θ̂t

= ρbbt−1 − φqθ̂t, (67)

where the last equality uses φq = γqρθ/(1− γqρθ).

To solve for output, conjecture a linear equilibrium of the form

yt = Ξbbt−1 + Ξ0rt + Ξθ̂θ̂t. (68)
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Taking conditional expectations and using Etrt+1 = Etθ̂t+1 = ρθθ̂t gives

Etyt+1 = Ξbρbbt−1 + ρθ (Ξ0 + Ξθ̂) θ̂t. (69)

Substituting (66), (67), and (69) into (13), and collecting coefficients on bt−1, rt, and θ̂t, yields

Ξb = (1− ω) ρbΞb + so + (ω − so) ρb, (70)

Ξ0 = −sy
σ

− soγq, (71)

Ξθ̂ = (1− ω) ρθ (Ξ0 + Ξθ̂)− φq [soγq + (ω − so)] . (72)

Solving these three equations gives the closed-form coefficients

Ξb =
Γb

1− (1− ω)ρb
, Γb = so + (ω − so)ρb,

Ξ0 = −sy
σ

− soγq, Ξθ̂ =
(1− ω)ρθΞ0 − φq [soγq + (ω − so)]

1− (1− ω)ρθ
.

Substituting rt = θt + εt then gives (14). The current-rate coefficient satisfies Ξ0 < 0, and

the belief coefficient satisfies Ξθ̂ < 0 under the sufficient (though not necessary) condition

ω > so(1−γq), since the numerator is then negative and the denominator positive. Even when

this condition fails, Ξθ̂ < 0 can still hold; in particular, it holds at the baseline calibration of

Appendix OA.6.

The equilibrium output deviation is

yt = Ξbbt−1 + Ξ0θt + Ξθ̂θ̂t + Ξ0εt. (73)

Conditional on FCB
t−1 , the date-t output surprise is

yt − E
[
yt | FCB

t−1

]
= [Ξ0 + Ξθ̂λθ(δ)] ε

θ
t

+ [Ξ0 + Ξθ̂K
r(δ)] εt

+ Ξθ̂K
FG(δ)ηt. (74)
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Because the three innovations are mutually independent, define

Vθ(δ) ≡ [Ξ0 + Ξθ̂λθ(δ)]
2 σ2

θ , (75)

Vε(δ) ≡ [Ξ0 + Ξθ̂K
r(δ)]2 σ2

ε , (76)

Vη(δ) ≡ Ξ2
θ̂
KFG(δ)2δ−1 = Ξ2

θ̂
P (δ)2ρ2δ. (77)

For δ = 0, we use the continuous extension of (77), so that Vη(0) = 0. This convention

formalizes the full-opacity regime: an uninformative public signal has zero weight and makes

no contribution to output volatility. The one-period-ahead conditional loss is therefore

Lc(δ) = Vθ(δ) + Vε(δ) + Vη(δ). (78)

Define

s ≡ σ2
θ , τ ≡ σ2

ε , ρ ≡ ρθ, h(δ) ≡ τ−1 + ρ2δ. (79)

The stationary Kalman filter satisfies

P =
1

P−1
− + h

, P− = ρ2P + s. (80)

Equivalently,

hρ2P 2 +
(
hs+ 1− ρ2

)
P − s = 0. (81)

The relevant Kalman gains are

Kr =
P

τ
, KFG = Pρδ, λθ = Kr + ρKFG = Ph. (82)

Define the positive coefficients

A ≡ −Ξ0 > 0, M ≡ −Ξθ̂ > 0, R ≡ A

M
> 0. (83)

Substituting (82) into (78) gives

Lc(δ) =A2 (s+ τ)

+ 2AMP (1 + sh)

+M2P 2h (1 + sh) . (84)

The first term is constant with respect to communication precision.
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Normalize

p ≡ P

s
, y ≡ sh =

s

τ
+ sρ2δ, z ≡ s

τ
, b ≡ 1− ρ2. (85)

The Riccati equation becomes

yρ2p2 + (y + b) p− 1 = 0. (86)

Solving for y as a function of p gives

y(p) =
1− bp

p (1 + ρ2p)
. (87)

The admissible policy domain is δ ∈ [0,∞), or equivalently y ∈ [z,∞). Implicit differentiation

of (86) gives
∂p

∂y
= − ρ2p2 + p

2yρ2p+ y + b
< 0. (88)

Because
∂y

∂δ
= sρ2 > 0, (89)

p(δ) is strictly decreasing. Hence, the transformation from precision to posterior uncertainty

reverses the ordering of the policy domain.

The choice-relevant part of the conditional loss can be written as

Lc(δ) = A2 (s+ τ) + sM2ℓ (p;R, ρ) , (90)

where

ℓ (p;R, ρ) = [1 + y(p)]
[
2Rp+ p2y(p)

]
. (91)

Differentiating after substituting (87) gives

∂ℓ (p;R, ρ)

∂p
= Ψ(p;R, ρ) , (92)
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where

Ψ (p;R, ρ) =
1

(1 + ρ2p)3

[
2Rρ2p

(
1 + ρ2p

) (
2 + ρ2p

)
− 1 + ρ2p

− 3
(
1− ρ2

)
ρ2p2

−
(
1− ρ2

)
ρ4p3

]
. (93)

The second derivative is

∂2ℓ (p;R, ρ)

∂p2
=

2ρ2

(1 + ρ2p)4
{
2 (R+ 1) + p

[
2ρ2 (R+ 1)− 3

]}
. (94)

Let p0 denote the positive solution to

zρ2p20 +
(
z + 1− ρ2

)
p0 − 1 = 0. (95)

The value p0 corresponds to the full-opacity boundary δ = 0. The full-clarity boundary δ → ∞
corresponds to p → 0. By (88) and (89), the admissible precision domain is mapped one-to-one

onto p ∈ (0, p0], with p = 0 interpreted as the full-clarity limit.

Lemma 2 (Single-crossing property). Suppose that

2 (R+ 1)
(
1 + ρ2p0

)
> 3p0. (96)

Then the normalized conditional loss ℓ(p;R, ρ) is strictly convex in p over the admissible

interval p ∈ [0, p0].

A stronger but more primitive sufficient condition is

σ2
θ

σ2
ε

≥ 3− 2ρ2θ
6

. (97)

Under (97), condition (96) holds for every R > 0.

Proof. The expression in braces in (94) is linear in p and strictly positive at p = 0. Condition

(96) states that it is also strictly positive at p = p0. Hence, it is strictly positive throughout

the admissible interval, implying strict convexity of ℓ(p;R, ρ).
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To obtain the stronger primitive condition, note that (96) holds for every R > 0 if

2
(
1 + ρ2p0

)
≥ 3p0. (98)

Equivalently,

p0 ≤
2

3− 2ρ2
. (99)

Using (95), this inequality is equivalent to

z ≥ 3− 2ρ2

6
. (100)

Because z = σ2
θ/σ

2
ε , the result follows.

At the full-clarity boundary,

Ψ (0;R, ρ) = −1. (101)

Since p(δ) is decreasing in δ, this result implies that the conditional loss is increasing in δ for

sufficiently large values of δ. Full clarity is therefore not optimal whenever Ξθ̂ ̸= 0.

For completeness, the marginal-variance condition in Proposition 1 can be written equiv-

alently in terms of the reduced-form threshold used in the analytical derivation. Define

R (z, ρ) ≡ 1− ρ2p0 + 3 (1− ρ2) ρ2p20 + (1− ρ2) ρ4p30
2ρ2p0 (1 + ρ2p0) (2 + ρ2p0)

. (102)

At the full-opacity boundary, derivatives with respect to δ are understood as right derivatives

under the continuous extension Vη(0) = 0. Then

−Vε,δ(0) > Vθ,δ(0) + Vη,δ(0) ⇐⇒ Lc,δ(0) < 0

⇐⇒ Ψ(p0;R, ρ) > 0

⇐⇒ R > R (z, ρ) . (103)

The first inequality states that the marginal reduction in volatility due to transitory current-

rate noise exceeds the combined marginal increase in volatility due to persistent-state innova-

tions and noisy forward guidance.

Proof of Proposition 1. Equations (88) and (89) imply pδ < 0. At the full-clarity boundary,

p → 0 and Ψ(0;R, ρ) = −1. Hence, the conditional loss increases with δ for sufficiently large

values of δ, so full clarity cannot be optimal.
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Under (96), Ψ(p;R, ρ) is strictly increasing over the admissible interval. If

−Vε,δ(0) > Vθ,δ(0) + Vη,δ(0), (104)

then (103) implies Ψ(p0;R, ρ) > 0, whereas Ψ(0;R, ρ) = −1 < 0. There is therefore a unique

root p⋆ ∈ (0, p0). Since p decreases as δ increases, the loss first falls and then rises with δ.

The corresponding precision δ⋆ is the unique global interior minimizer.

Otherwise, (103) implies Ψ(p0;R, ρ) ≤ 0. Strict convexity implies Ψ(p;R, ρ) ≤ 0 through-

out the admissible interval. Since pδ < 0, the loss is weakly increasing in δ and is minimized

at the full-opacity boundary, δ⋆ = 0.

Let p⋆ denote the unique root in (0, p0) of

Ψ (p⋆;R, ρ) = 0. (105)

Equivalently, p⋆ solves

0 =2Rρ2p
(
1 + ρ2p

) (
2 + ρ2p

)
− 1 + ρ2p− 3

(
1− ρ2

)
ρ2p2 −

(
1− ρ2

)
ρ4p3. (106)

The Riccati equation gives

y⋆ =
1− (1− ρ2) p⋆

p⋆ (1 + ρ2p⋆)
. (107)

Since

y =
s

τ
+ sρ2δ, (108)

the optimal communication precision is

δ⋆ =
y⋆ − s/τ

sρ2
. (109)

The root p⋆, and therefore y⋆, depends on R and ρ, but not separately on s and τ . Holding

R and ρ fixed, the interior comparative statics are

∂δ⋆

∂s
= − y⋆

s2ρ2
< 0, (110)

and
∂δ⋆

∂τ
=

1

τ 2ρ2
> 0. (111)
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Recalling that

s = σ2
θ , τ = σ2

ε , (112)

we obtain
∂δ⋆

∂σ2
θ

< 0,
∂δ⋆

∂σ2
ε

> 0. (113)

This proves Proposition 2.

OA.4 Adding Inflation

The baseline model abstracts from inflation in order to isolate the second-moment tradeoff

created by communication precision. This abstraction is not essential for the precision mech-

anism. In this appendix, we augment the baseline model with a standard New Keynesian

Phillips curve and show that the optimal-precision problem retains the same one-dimensional

structure after a change in effective coefficients.

The extension is deliberately parsimonious. We take the real short-rate process and the

output representation derived in the baseline model as given and add an inflation equation. A

fully specified nominal model would additionally require a nominal policy rule and a complete

characterization of the natural real rate. The purpose of the present extension is narrower: to

show that inflation stabilization does not eliminate the communication-precision tradeoff.

OA.4.1 Output and inflation dynamics

Start from the part of the solved output equation that is relevant for the precision choice:

yt = Ξ0θt + Ξθ̂θ̂t + Ξ0εt. (114)

We suppress predetermined terms, such as bt−1, because they do not affect the one-period-

ahead conditional second moments that determine the choice of δ.

Recall that the latent persistent state and the observed short rate satisfy

θt = ρθt−1 + εθt , rt = θt + εt, (115)

where

ρ ≡ ρθ, εθt ∼ N (0, s), εt ∼ N (0, τ), (116)

and

s ≡ σ2
θ , τ ≡ σ2

ε . (117)
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The forward-guidance signal is

rFG
t = ρθt + ηt, ηt ∼ N (0, δ−1). (118)

Let P (δ) denote the stationary posterior variance and define

h(δ) ≡ τ−1 + ρ2δ. (119)

As shown in Appendix OA.1, the stationary Kalman filter satisfies

P =
1

P−1
− + h

, P− = ρ2P + s, (120)

and the relevant gains are

Kr =
P

τ
, KFG = Pρδ, λθ = Kr + ρKFG = Ph. (121)

We add a New Keynesian Phillips curve:

πt = βEtπt+1 + κπyt, (122)

where

0 < β < 1, κπ > 0. (123)

We normalize efficient output to zero in this appendix, so yt is also the output gap entering the

Phillips curve. An orthogonal cost-push shock could be added without changing the optimal-

precision mechanism. If its process is independent of the monetary and communication shocks,

it adds a component to the loss that is independent of δ.

Forward-solving (122) gives

πt = κπ

∞∑
j=0

βjEtyt+j. (124)

For j ≥ 1, the tower property implies

Etθt+j = ρj θ̂t, Etθ̂t+j = ρj θ̂t, Etεt+j = 0. (125)

Using (114),

Etyt+j = (Ξ0 + Ξθ̂) ρ
j θ̂t, j ≥ 1. (126)
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Substituting into (124) yields

πt = Π0θt +Πθ̂θ̂t +Π0εt, (127)

where

Π0 ≡ κπΞ0, (128)

and

Πθ̂ ≡ κπ

[
Ξθ̂ +

βρ

1− βρ
(Ξ0 + Ξθ̂)

]
=

κπ (Ξθ̂ + βρΞ0)

1− βρ
.

Adding inflation therefore does not introduce a new informational state. Inflation loads on

the same actual persistent state, posterior belief, and transitory rate innovation as output.

OA.4.2 Conditional innovations and the augmented loss

The output innovation is

yt − Et−1yt = [Ξ0 + Ξθ̂λθ] ε
θ
t + [Ξ0 + Ξθ̂K

r] εt + Ξθ̂K
FGηt. (129)

Using (127), the inflation innovation is

πt − Et−1πt = [Π0 +Πθ̂λθ] ε
θ
t + [Π0 +Πθ̂K

r] εt +Πθ̂K
FGηt. (130)

Let the central bank minimize the weighted conditional stabilization loss

Jc(δ) = wy Var t− 1 (yt) + wπVar t− 1 (πt) , wy > 0, wπ ≥ 0. (131)

Using (129) and (130),

Jc(δ) =

{
wy [Ξ0 + Ξθ̂λθ]

2 + wπ [Π0 +Πθ̂λθ]
2

}
s+

{
wy [Ξ0 + Ξθ̂K

r]2 + wπ [Π0 +Πθ̂K
r]2

}
τ

+
[
wyΞ

2
θ̂
+ wπΠ

2
θ̂

] (
KFG

)2
δ−1. (132)

Assume that the direct and belief-driven loadings are negative:

Ξ0 < 0, Ξθ̂ < 0, Π0 < 0, Πθ̂ < 0. (133)

Define

Dy ≡ −Ξ0, Hy ≡ −Ξθ̂, Dπ ≡ −Π0, Hπ ≡ −Πθ̂, (134)
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and

A ≡ wyH
2
y + wπH

2
π, (135)

B ≡ wyDyHy + wπDπHπ, (136)

G ≡ wyD
2
y + wπD

2
π. (137)

Substituting (121) into (132) and collecting terms gives

Jc(δ) = G (s+ τ) + 2BP (1 + sh) + AP 2h (1 + sh) . (138)

The inflation-augmented objective therefore retains the same functional form as the output-

only conditional loss in Appendix OA.3. Inflation changes the effective coefficients but does

not alter the underlying one-dimensional optimization problem.

OA.4.3 Normalized representation and optimal precision

Define

p ≡ P

s
, y ≡ sh =

s

τ
+ sρ2δ, z ≡ s

τ
, (139)

and

RNK ≡ B

A
=

wyDyHy + wπDπHπ

wyH2
y + wπH2

π

. (140)

Then

Jc(δ) = G (s+ τ) + sA [1 + y]
[
2RNKp+ p2y

]
. (141)

The stationary Riccati equation implies

yρ2p2 +
(
y + 1− ρ2

)
p− 1 = 0. (142)

Solving for y as a function of p gives

y(p) =
1− (1− ρ2) p

p (1 + ρ2p)
. (143)

The choice-relevant part of the inflation-augmented loss is therefore

ℓNK (p;RNK , ρ) = [1 + y(p)]
[
2RNKp+ p2y(p)

]
. (144)
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Let p0 denote the positive solution to

zρ2p20 +
(
z + 1− ρ2

)
p0 − 1 = 0. (145)

The value p0 corresponds to the no-guidance boundary δ = 0.

Define

R (z, ρ) ≡ 1− ρ2p0 + 3 (1− ρ2) ρ2p20 + (1− ρ2) ρ4p30
2ρ2p0 (1 + ρ2p0) (2 + ρ2p0)

. (146)

A sufficient condition for strict convexity of the normalized loss over the admissible interval

is

2 (RNK + 1) + p0
[
2ρ2 (RNK + 1)− 3

]
> 0. (147)

Proposition 3 (Inflation stabilization and optimal precision). Suppose that (133) and (147)

hold.

1. If

RNK > R (z, ρ) , (148)

the inflation-augmented conditional stabilization problem has a unique interior mini-

mizer:

δ⋆ ∈ (0,∞). (149)

2. If

RNK ≤ R (z, ρ) , (150)

the optimum is the no-guidance corner:

δ⋆ = 0. (151)

Full clarity,

δ⋆ = ∞, (152)

is not optimal.

Proof. Equation (141) has the same functional form as the baseline conditional loss in Ap-

pendix OA.3, after replacing the output-only ratio R with the inflation-augmented ratio RNK .

The result therefore follows directly from Proposition 1.

Inflation stabilization changes the effective relative strength of the direct current-rate chan-

nel and the belief-driven wealth-amplification channel. It does not alter the underlying in-
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formational tradeoff. Additional communication precision improves the filtering of transitory

current-rate movements but also makes posterior beliefs, long-bond prices, and inflation more

responsive to persistent short-rate-state innovations.

Because

Π0 = κπΞ0, (153)

whereas

Πθ̂ =
κπ (Ξθ̂ + βρΞ0)

1− βρ
, (154)

inflation generally loads more strongly on the persistent belief component than on the purely

contemporaneous rate component. Placing positive weight on inflation stabilization can there-

fore increase the relative importance of the belief-driven amplification channel and shift the

optimal communication precision.

OA.5 Noisy Central-Bank Information

The baseline model assumes that the central bank observes the persistent policy-path state

before communicating. This appendix shows that the assumption is not essential. Suppose

instead that the central bank receives a noisy internal signal about the persistent state. The

optimal-precision problem is unchanged after replacing raw communication precision with an

effective precision that combines communication noise and central-bank information noise.

The baseline state-space system is

rt = θt + εt, θt = ρθt−1 + εθt ,

with

εθt ∼ N(0, s), εt ∼ N(0, τ), 0 < ρ < 1.

The public observes the current rate rt. Now suppose the central bank does not observe θt

perfectly. Instead, it observes a noisy internal signal

ct = θt + ξt, ξt ∼ N(0, χ−1), (155)

where χ > 0 is the precision of the central bank’s own information and is common knowledge.

The central bank communicates this internal signal through public forward guidance:

rFG
t = ρct + ηt = ρθt + vt, vt ≡ ρξt + ηt, ηt ∼ N(0, δ−1). (156)
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Thus the public signal contains two sources of noise: internal central-bank information noise,

ξt, and communication noise, ηt. The variance of the composite noise is

Ωχ(δ) ≡ Var(vt) = ρ2χ−1 + δ−1. (157)

Since rFG
t has loading ρ on θt, its contribution to posterior precision is

αχ(δ) ≡
ρ2

Ωχ(δ)
=

ρ2χδ

χ+ ρ2δ
. (158)

The effective precision αχ(δ) is increasing in δ, but bounded above:

lim
δ→∞

αχ(δ) = χ.

Even perfectly clear communication cannot reveal more about θt than the central bank’s

internal signal contains.

Let P (δ) denote the stationary posterior variance of θt. The Kalman filter is the same as

in the baseline model, except that the public-signal precision ρ2δ is replaced by the effective

precision αχ(δ):

P =
1

P−1
− + hχ(δ)

, P− = ρ2P + s, hχ(δ) ≡ τ−1 + αχ(δ). (159)

Equivalently,

hχρ
2P 2 +

(
hχs+ 1− ρ2

)
P − s = 0. (160)

The Kalman gains are

Kr =
P

τ
, KFG

χ = P
ρ

Ωχ(δ)
, λχ ≡ Kr + ρKFG

χ = Phχ. (161)

Using the baseline output-gap representation,

xt = Ξ0θt + Ξθ̂θ̂t + Ξ0εt,

the innovation to the public’s posterior belief is

θ̂t − Et−1θ̂t = λχε
θ
t +Krεt +KFG

χ vt.

As in the baseline, predetermined terms such as bt−1 drop out of the conditional variance and
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are suppressed throughout this appendix. Therefore,

xt − Et−1xt = (Ξ0 + Ξθ̂λχ) ε
θ
t + (Ξ0 + Ξθ̂K

r) εt + Ξθ̂K
FG
χ vt. (162)

The corresponding second-moment loss is

Lχ(δ) = (Ξ0 + Ξθ̂λχ)
2 s+ (Ξ0 + Ξθ̂K

r)2 τ + Ξ2
θ̂

(
KFG

χ

)2
Ωχ(δ). (163)

Since (
KFG

χ

)2
Ωχ = P 2 ρ

2

Ωχ

= P 2αχ,

the loss simplifies exactly as in the baseline model. Define

M = −Ξθ̂ > 0, A = −Ξ0 > 0, R =
A

M
.

Then, using λχ = Phχ and τ−1 + αχ = hχ,

Lχ(δ) = s (A+MPhχ)
2 +

(
A+M

P

τ

)2

τ +M2P 2αχ

= A2 (s+ τ) + 2AMP (1 + shχ) +M2P 2hχ(1 + shχ). (164)

Central-bank information noise therefore does not change the form of the loss. It changes the

mapping from raw communication precision δ into the effective precision faced by markets.

To see this formally, define

p =
P

s
, y = shχ(δ), z =

s

τ
.

Then (160) becomes

yρ2p2 +
(
y + 1− ρ2

)
p− 1 = 0, (165)

and (164) becomes

Lχ(δ) = A2 (s+ τ) + sM2 [1 + y]
[
2Rp+ p2y

]
. (166)

This is the same one-dimensional problem as in the baseline model. The only difference is

that the feasible set for y is bounded:

y ∈ [z, z + sχ) , (167)
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because αχ(δ) ∈ [0, χ).

Proposition 4 (Noisy central-bank information). Let p0 denote the positive solution to

zρ2p20 +
(
z + 1− ρ2

)
p0 − 1 = 0,

and define

R(z, ρ) ≡ 1− ρ2p0 + 3(1− ρ2)ρ2p20 + (1− ρ2)ρ4p30
2ρ2p0(1 + ρ2p0)(2 + ρ2p0)

.

Suppose the single-crossing condition of Lemma 2 holds and

R > R(z, ρ).

Let p⋆ be the unique solution to the baseline first-order condition,

2Rρ2p
(
1 + ρ2p

) (
2 + ρ2p

)
= 1− ρ2p+ 3(1− ρ2)ρ2p2 + (1− ρ2)ρ4p3,

and define

y⋆ =
1− (1− ρ2)p⋆

p⋆(1 + ρ2p⋆)
, α⋆ ≡ y⋆

s
− 1

τ
.

If

0 < α⋆ < χ,

then Lχ(δ) has a unique finite interior minimizer,

δ⋆χ =
χα⋆

ρ2(χ− α⋆)
. (168)

Moreover, δ⋆χ implements the same effective precision as the baseline optimum.

The proof follows directly from (166). The loss is identical to the baseline loss as a function

of the effective precision y. Since αχ(δ) is strictly increasing in δ, raw precision δ and effective

precision y induce the same ranking of policies on the feasible interval. If the baseline effective

optimum α⋆ is feasible, meaning α⋆ < χ, then the unique optimal raw precision is obtained

by solving

α⋆ =
ρ2χδ

χ+ ρ2δ
,

which gives (168).

If instead α⋆ ≥ χ, the central bank’s own information is too noisy to attain the uncon-

strained effective optimum. In that case the objective is minimized at the upper boundary,
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δ → ∞, so that the public observes the central bank’s internal signal as clearly as possi-

ble. This boundary case is not a different mechanism: the central bank cannot communicate

information it does not have.

The extension has two implications. First, noisy central-bank information does not over-

turn the basic tradeoff. Precision still helps markets avoid confusing transitory current-rate

movements with persistent policy-path news, while also making markets more responsive to

the persistent state. Second, central-bank information noise changes the mapping from raw

communication precision to the effective signal precision faced by markets. For a fixed tar-

get effective precision α⋆, a less informed central bank requires a higher raw communication

precision:
∂δ⋆χ
∂χ

< 0,

and as χ → ∞,

δ⋆χ → α⋆

ρ2
,

which is the baseline full-information expression. Thus the perfect-information baseline is the

limiting case of the noisy-central-bank-information model.

Finally, this extension assumes that χ is common knowledge. If the public is uncertain

about the precision of the central bank’s own information, communication can also reveal

central-bank confidence or information quality. That is a distinct reputation or confidence

channel. The result here isolates the simpler point: when central-bank information quality

is known, adding noise to the central bank’s signal changes effective precision but not the

structure of the optimal-precision problem.

OA.6 Calibration for Figure 1

This appendix reports the baseline calibration used to construct Figure 1. The figure is meant

to illustrate the forces in the loss decomposition; the analytical result in Proposition 1 does

not depend on this calibration.

We set λ = 0.025, sy = 0.85, and so = 0.15. λ governs the transition probability from

young to old, while so targets steady state consumption share of old households. Given these

values and σ = 1, the implied ω is 0.0036

For each value of δ, we compute the stationary Kalman filter in Appendix OA.1, form the

coefficients Ξ0, Ξθ̂, K
r(δ), KFG(δ), and λθ(δ), and evaluate the three terms in (78). The figure

uses a log grid for δ from 10 to 106, with the plotted window restricted to the region around

the optimum.
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Table 2: Baseline calibration for Figure 1

Parameter Description Value

σ Intertemporal substitution parameter in the IS block 1.00
β Discount factor 0.94
κ Long-bond duration parameter 0.975
so Old-household consumption share 0.15
sy Young-household consumption share 0.85
λ Transition probability from young to old 0.025
ω Implied marginal-utility weight on old-age consumption 0.0036
ρb Persistence of long-term bond position 0.00
ρθ Persistence of policy-rate component 0.90
σθ Standard deviation of persistent shock 0.02
σε Standard deviation of transitory shock 0.030
σb Standard deviation of bond-position shock 0.00

OA.7 From the Model to the Event-Study Regression

The empirical specification in Section 3 regresses high-frequency yield changes on the path

and target factors and their interactions with the ex ante precision proxy. This appendix

makes the mapping between that regression and the model explicit. The central point is that

the path factor is an imperfect, futures-based proxy for the model’s forward-guidance news

signal, and that the estimated interaction γP > 0 is best read as the reduced-form footprint of

the amplification mechanism. Here we explain this point in more detail and report additional

supporting evidence.

The central bank’s forward-guidance signal is not observed directly. The path factor is

a futures-based proxy for news in that signal, constructed from high-frequency changes in

money-market futures around the announcement. In the model, forward-guidance news is

fully reflected in the expected path of future short rates and therefore in longer-maturity

yields. In the data, the empirical path factor is likely to combine persistent policy-path news

relevant for longer-maturity yields with other announcement-window futures movements that

have limited implications for those yields. Examples of the latter are revisions to the near-term

timing of policy that leave the terminal rate roughly unchanged, risk-premium and liquidity

movements in those contracts, and announcement-window noise. We capture this distinction

with the decomposition

Patht = st + wt, (169)

where st denotes the persistent policy-path component relevant for longer-maturity yields,

while wt collects announcement-window futures movements with limited implications for those
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yields.

This distinction matters for interpreting the interaction coefficient. In the baseline model,

once markets have revised the expected short-rate path, the response of a longer-maturity yield

to that revised path is pinned down by maturity loadings. The per-unit yield response to that

belief revision therefore does not itself vary with communication precision. Accordingly, we

interpret the empirical interaction as evidence that the yield-relevant content of the measured

path factor varies across precision environments.

To make this point clear, we use the decomposition in (169) to derive the population slope

from an event-study regression of long yields on the measured path factor. The key object

is the relative importance of the two components: the persistent policy-path component that

matters for longer-maturity yields and the announcement-window futures component that has

limited implications for those yields.

Suppose, for example, that the high-frequency change in the n-year yield satisfies

∆y
(n)
t = bnst + cnwt + ut, bn > cn. (170)

The component st is persistent policy-path news relevant for longer-maturity yields, while wt

captures announcement-window futures movements with limited implications for those yields.

For exposition, suppose st and wt are orthogonal. Then the population slope from regressing

∆y
(n)
t on the measured path factor Patht = st + wt is

βP
n =

bnVar(st) + cnVar(wt)

Var(st) + Var(wt)
. (171)

Equivalently,

βP
n = cn + (bn − cn)

Var(st)

Var(st) + Var(wt)
. (172)

Thus the yield response to a measured path-factor movement is larger when the path factor

contains a larger share of st, the component relevant for longer-maturity yields. Under this

measurement extension, a positive interaction between the path factor and ex ante precision

arises when this yield-relevant share is increasing in ex ante precision, i.e. Var(st)
Var(st)+Var(wt)

is

increasing in ex ante precision.

This measurement extension is meant to clarify the empirical mapping, without changing

anything in the baseline model. It shows how a positive interaction can arise when the yield-

relevant share of measured path-factor news is larger in high-precision environments. This

is the sense in which the path-factor evidence is consistent with the model’s amplification

mechanism.
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The empirical evidence supports this interpretation. First, the factor volatility pattern

is consistent with the proxy-quality interpretation. Under that interpretation, low-precision

environments contain a larger wt-type component of measured path-factor movements. This

has two implications. First, the measured path factor should be more volatile in low-precision

environments, because Patht = st + wt contains more variation that moves short-horizon

futures without much effect on longer-maturity yields. Second, each unit of the measured

path factor should transmit less to longer-maturity yields, because a smaller share of the path

factor is st. Both implications are borne out in the data. The standard deviation of the

path factor falls from 0.088 in the lowest-precision quartile to 0.038 in the highest-precision

quartile. At the same time, Table 1 shows that the yield response per unit of path factor is

larger in high-precision environments. This combination is consistent with low-precision path

surprises containing a larger wt component, rather than simply reflecting smaller shocks in

high-precision periods.

Second, the amplification is not due to a nonlinearity in the shock-size effect. In principle

our results could be driven by the feature that large path shocks move yields less per unit than

small path shocks. To check this, we add sign-preserving quadratic terms for both factors,

together with the absolute factors as levels. We find that the precision interaction with the

path factor remains statistically significant with little change in magnitude. This suggests

that the relevant conditioning variable is the precision of the environment, not the amplitude

of the shock.
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